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Abstract. IMPACT is a machine learning-based predictive maintenance decision-
support system developed for Roketsan A.S., designed to detect early signs of
machine degradation and trigger timely maintenance alerts in safety-critical in-
dustrial environments. Supervised classification algorithms, including SVM,
Random Forest, k-NN, Logistic Regression, Decision Tree, MLP, and Gradi-
ent Boosting, were trained on the NASA C-MAPSS turbofan engine degrada-
tion dataset and the Prognosis based on Varying Data Quality dataset. A key
contribution is the shift from F1-score-based model selection to a timing-aware
evaluation framework, encouraging classifiers to learn the degradation transition
region rather than the entire warning zone. A three-stage alert policy combin-
ing moving-average smoothing, probability thresholding, and persistence filter-
ing converts raw model output into robust maintenance decisions. An interactive
dashboard integrated into the IMPACT app supports interpretable maintenance
decisions for engineers at Roketsan.
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PROJECT DESCRIPTION

The purpose of this project is to develop a machine learning-based fault predic-
tion and classification system for Roketsan A.S., one of Tiirkiye’s leading defense
and technology companies. Roketsan operates complex industrial machinery in
safety-critical production environments, including thrust units and guidance sys-
tems, where even minor undetected malfunctions can lead to serious operational
and safety consequences. Traditional time-based maintenance schedules are inef-
ficient as they either perform unnecessary maintenance or miss developing faults
entirely. The objective of this project is to build a decision support system, named
IMPACT (Industrial Machine Prediction and Classification Technology), that con-
tinuously monitors sensor data, identifies potential faults at an early stage, and
triggers timely maintenance alerts to reduce unplanned downtime and operational
risk.

Predictive maintenance has become an active area of research and commercial
development. Existing platforms such as IBM Maximo, SAP Predictive Mainte-
nance, and GE Predix offer data-driven maintenance capabilities; however, they
come with significant disadvantages. These solutions are expensive, require ex-
tensive integration effort, and operate as black-box systems that offer limited in-
terpretability for engineers. Furthermore, they are not tailored to the specific fault
patterns and requirements of defense industry machinery. These shortcomings mo-
tivated the development of a custom, interpretable, and dataset-agnostic solution.

IMPACT was trained and evaluated on the NASA C-MAPSS turbofan engine
degradation dataset [1] and the Prognosis based on Varying Data Quality dataset
[2]. Seven supervised classification algorithms, including SVM, Random Forest, k-
NN, Logistic Regression, Decision Tree, MLP, and Gradient Boosting, were eval-
uated under two normalization strategies and three cross-validation schemes. A
central novelty of the system is the shift from standard F1-score-based model se-
lection to a timing-aware evaluation framework. Models with identical F1-scores
can trigger alerts at very different points in the engine lifecycle, some too early to be
actionable and others too late to prevent failure. To address this, training labels are
reformulated using a boundary-focused window near each engine’s true alert cycle,
and a three-stage alert policy combining moving-average smoothing, probability
thresholding, and persistence filtering is applied to produce a single robust main-
tenance decision per engine. Dynamic percent-of-life tolerance thresholds ensure
fair evaluation across engines of varying lifetimes, and a comprehensive scoring
function penalizes missed, early, and late predictions accordingly.

The system is designed to process multivariate time-series sensor data and out-
put a binary maintenance alert per engine cycle. Target performance specifications
are classification accuracy greater than 0.90, recall greater than 0.80, and F1-score
of 0.80 or higher. On the NASA C-MAPSS datasets, the finalized system achieves
accuracy exceeding 0.97 and F1-scores above 0.83, with 88 to 97 percent of engine-
level predictions falling within a dynamic 10 percent lifetime tolerance window.



An interactive dashboard and the IMPACT desktop application provide visual in-
terpretability through probability curves, trigger logic displays, and alert summary
tables, supporting accessible and explainable maintenance decisions for engineers
at Roketsan.

The big picture of the project is given in Figure 1. Sensor data from industrial
machinery is fed into the preprocessing pipeline, where normalization and feature
extraction are applied. The processed data is then passed to the trained classifier,
which outputs per-cycle fault probabilities. The three-stage alert policy processes
these probabilities and produces a final maintenance decision. Results are visual-
ized through the IMPACT dashboard and application, where engineers can inspect
alert timing, probability curves, and performance metrics across all datasets.
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FIGURE 1. Big Picture

MILESTONES

Milestone 1: Project Initialization and Literature Review: We completed a
literature review to gather information on predictive maintenance and methods and
algorithms of machine learning, then we found adequate datasets and decided upon
working with NASA CMAPSS dataset and got approval from our advisors, since
the company could not provide insider data due to security reasons. We cleared our
objectives with our company advisor and chose success metrics that fit our goals.
As the system requirements were flexible we presented our approach to the require-

ments and got approval.
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Milestone 2: Data Preprocessing and Model Training: After preprocessing,
we trained the chosen set of machine learning algorithms on the NASA CMAPSS
dataset, then tested and compared the algorithms to decide upon the best fit. We
visualized confusion matrices and metrics tables for clear comparison.

Milestone 3: Model Optimization and Feature Engineering: We hypertuned
our parameters and developed our model of 3 stage alert policy for more stable
results. We achieved over 85 percent accuracy and F1-scores greater than 0.80 for
NASA CMAPSS dataset. We also achieved less than 12 percent way-early and too-
late predictions in total. We further worked on a the Prognosis based on Varying
Data Quality dataset to examine generalizability.

Milestone 4: Decision Support and Visualization Development / Final Re-
port: We gathered the findings and reported them on a dashboard for better under-
standing. Consulted our advisors for usability feedback, then created the IMPACT
app for easier use for the engineers at Roketsan.

DESIGN DESCRIPTION

The proposed system is a fully software-based predictive maintenance frame-
work that processes multivariate time-series sensor data and produces timing-aware
maintenance alerts. The solution strategy follows a four-phase pipeline, illustrated
in Figure 1: raw sensor data is ingested, preprocessed into standardized features
and training labels, passed through a trained classifier, and finally converted into
maintenance decisions via a timing-based alert policy. All components run sequen-
tially on standard computing platforms, including Google Colab and PyCharm,
using Python and its machine learning libraries.

The first phase of the solution is data preprocessing and feature engineering.
Raw time-series data from the NASA C-MAPSS dataset (FD0O01-FD004) and the
Prognosis based on Varying Data Quality dataset are loaded and cleaned. Two nor-
malization strategies are applied, Z-score and MinMax, to ensure consistent feature
scaling across all sensor channels. A key contribution of this phase is the reformu-
lation of training labels. Rather than labeling all cycles beyond a fixed Remaining
Useful Life threshold as the warning class, a boundary-focused training window is
used. For each engine, the first cycle at which the warning condition becomes true
is defined as the true alert cycle. The new training label marks only cycles within
a limited interval around this boundary, forcing the model to learn the transition
neighborhood rather than the entire late-life region.

In the second phase, seven supervised classification algorithms are trained on
the processed data: SVM, Random Forest, k-NN, Logistic Regression, Decision
Tree, MLP, and Gradient Boosting. Three cross-validation strategies are applied,
namely Hold-Out, k-Fold, and Leave-One-Engine-Out, resulting in up to 30 evalu-
ated configurations per dataset. Standard performance metrics including accuracy,
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precision, recall, and F1-score are recorded for each configuration.

The third phase introduces a timing-based evaluation and model selection frame-
work, which replaces the previous F1-score-based selection approach. After train-
ing, the alert behavior of each configuration is simulated across all engines in the
test set. Raw warning probability sequences are first smoothed using a trailing
moving average with window size W to reduce short-term fluctuations. A cycle
is then considered a hit if the smoothed probability exceeds a threshold T, and an
alert is triggered only when at least K consecutive hits are observed. The predicted
alert cycle is defined as the first cycle of the first valid K-run. The timing error
for each engine is computed as the difference between the predicted and true alert
cycles, and a set of timing metrics is derived: within-tolerance rate, mean absolute
error, early rate, late rate, and miss rate. A dynamic 10 percent of lifetime tol-
erance window is agreed upon with the company mentor, meaning the acceptable
alert window scales with each engine’s total lifetime. The final configuration selec-
tion is performed using a weighted timing score that penalizes missed alerts most
heavily, followed by out-of-tolerance, late, early, and mean absolute error terms.
Figure 2 illustrates this trigger logic on engine #8 from the FD0OO1 dataset, where
the selected parameters are T = 0.35, K = 1, and smoothing window W = 7. The
predicted alert cycle is detected at cycle 122, which is 2 cycles after the true alert
cycle of 120, falling well within the tolerance window.

Trigger Example (T=0.35, K=1, smooth_w=7)
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FIGURE 2. Fault Triggering Behavior for FDOO1 Dataset, Engine
#8 (T =0.35, K = 1, smooth_w= 7). The vertical solid line marks
the predicted alert cycle at 122.

RESULTS AND PERFORMANCE EVALUATION

The finalized IMPACT system was evaluated on five datasets: NASA C-MAPSS
(FDO001, FD002, FD003, FD004), and the Prognosis based on Varying Data Quality
dataset. Performance is reported across two dimensions: standard classification
metrics and engine-level timing metrics. The timing results for all datasets are

consolidated in Table 2, and the alert trigger logic is illustrated in Figure 2.
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TABLE 1. Engine-Level Timing Performance Across All Datasets

Dataset | Timing Bucket Count | Percentage (%)
FDO0O01 Good Within Tolerance 88 88.00
Far Early 7 7.00
Far Late 5 5.00
FD002 Good Within Tolerance | 241 92.69
Far Early 8 3.08
Far Late 11 4.23
FDO003 Good Within Tolerance 97 97.00
Far Early 3 3.00
Far Late 0 0.00
FD004 Good Within Tolerance | 235 94.38
Far Early 10 4.02
Far Late 4 1.61
Prognosis | Good Within Tolerance 15 75.00
Far Early 3 15.00
Far Late 2 10.00

For all four NASA C-MAPSS datasets, classification performance exceeded the
target thresholds. Accuracy surpassed 0.97, recall exceeded 0.80, and F1-scores
remained above 0.83 across the best configurations. As shown in Table 1, tim-
ing performance was strong across all four C-MAPSS datasets and the additional
dataset, Prognosis. FD0O03 achieved the best result with 97.00 percent of engine-
level predictions falling within the dynamic 10 percent lifetime tolerance window,
followed by FD004 at 94.38 percent, FD002 at 92.69 percent, and FD0O1 at 88
percent. The model has not missed any predictions at all. In the Prognosis based
on Varying Data Quality dataset, classification performance remained strong with
F1- scores above 0.91. Although its timing performance was lower than the C-
MAPSS datasets, 75.00 percent of predictions were still within the tolerance win-
dow, while 15.00 percent were far early and 10.00 percent were far late. This shows
that the proposed approach can generalize beyond the NASA C-MAPSS datasets,
while also indicating that timing accuracy may decrease when the data quality and
operating conditions become more variable. Compared with related work on the
NASA C-MAPSS dataset, including Ozcan [3], Yildirim and Afser [4], and Isbilen
et al. [5], our system achieves classification accuracy comparable to or higher than
theirs. More importantly, those works primarily trigger alerts as soon as a fixed
threshold is exceeded for a single cycle. IMPACT introduces a persistence filter, a
grid search over threshold T and persistence K, and an asymmetric scoring func-
tion that penalizes late alerts more heavily than early ones, making it a more robust
decision-support framework for real industrial deployment



CONCLUSIONS AND FUTURE DIRECTIONS

This project developed IMPACT, a machine learning-based predictive mainte-
nance decision-support system for Roketsan A.S. Seven supervised classification
algorithms were trained and evaluated on the NASA C-MAPSS and Prognosis
based on Varying Data Quality datasets. The central contribution is the shift from
F1-score-based model selection to a timing-aware evaluation framework, combin-
ing boundary-focused label reformulation with a three-stage alert policy. On the
NASA C-MAPSS datasets, the system achieved accuracy exceeding 0.97 and be-
tween 88 and 97 percent of engine-level predictions within the dynamic tolerance
window. On the Prognosis dataset, classification performance also remained strong,
with F1-scores above 0.91, and 75 percent of engine-level predictions fell within
the dynamic tolerance window. The remaining predictions were distributed as 15
percent far early and 10 percent far late, indicating that the proposed approach can
generalize beyond NASA C-MAPSS while still showing some timing sensitivity
under different degradation patterns and data quality conditions. Results are pre-
sented through an interactive dashboard integrated into the IMPACT application.
For future work, the system should be retrained on Roketsan’s proprietary sen-
sor data once available. Improving timing performance on the Prognosis dataset
through dataset-specific tuning, extending the framework to estimate Remaining
Useful Life as a continuous output, and integrating real-time sensor streams are
natural next steps that would align IMPACT with Roketsan’s Industry 4.0 objec-
tives.
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